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A car going from left to right on Beechwood Boulevard, breaking occasionally for no 
reason: the driver is using his cell phone. The effects of multitasking could be witnessed 
daily in Pittsburgh, where I spent 6 months investigating the effects of operating a 
navigation device on driving a car.

In front of you lies the result of these six months: my master’s thesis. It consists of 
an introduction to multitasking research, two papers I wrote about our fi ndings, and 
a conclusion. The fi rst of these two papers was written as a conference paper for the 
International Conference on Cognitive Modeling, and thus has a more computational 
character, expecting a background in cognitive modeling. The second paper is written 
from a more general psychological point of view; it is submitted for publication to the 
Cognitive Science journal.

Via this way I would like to thank my supervisor, Niels Taatgen, fi rst of all for giving 
me the opportunity to come to Carnegie Mellon University, but even more for making 
my stay in Pittsburgh as easy and pleasant as it was. Niels, bedankt voor alles, ik heb de 

hoop op nog een BattleLore overwinning nog niet opgegeven!

Jelmer Borst

Groningen, June 26, 2007 
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Introduction to Multitasking 

On March 25, a front-page headline of the New York Times read “Slow Down, 

Brave Multitasker, and Don’t Read this in Traffic”. The article described a number 

of recently published research reports providing evidence for the limits of 

multitasking: we are not the unlimited multitaskers we sometimes like to think we 

are. Performing multiple tasks concurrently can decrease performance, which can 

lead to a decrement in productivity in the office, or even to dangerous situations on 

the road.  

However, not all tasks interfere with one another, some tasks can be 

performed concurrently without interference costs. Human beings are in general 

surprisingly apt at performing multiple tasks concurrently, from talking to a friend 

while cycling, to making coffee and listening to the radio, to driving a car (steering, 

maintaining situation awareness, keeping distance, et cetera, concurrently). The 

challenge for psychology is to account for both sides of multitasking: the ease with 

which humans combine tasks on the one hand, and the impossibility of combining 

different tasks on the other hand, for instance reading and having a conversation at 

the same time. Why do some tasks interfere with each other and can other tasks be 

performed together without any problems?  

Salvucci and Taatgen (2007) showed that limitations of both central 

processing and memory can cause interference when multitasking. In this research 

project we investigated whether the problem representation resource can also cause 

interference. Besides a goal, tasks can namely also have a problem representation. 

This is information describing the current state of the task, for instance a partial 

solution to a math problem. While people almost never seem to forget what tasks 

they are performing (the goal), the problem representation is sometimes forgotten. 

For instance, when you walk to another room to retrieve something, it sometimes 

happens that you have forgotten what you were going to retrieve (the problem 

representation), but not that you were going to retrieve something (the goal).  

The question we wanted to answer with our research was whether there 

will be interference between tasks when more than one task needs an associated 
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problem representation. Before providing the answer to this question in two papers, 

I will first give a short overview of the modern history of multitasking research, 

based on an excellent review of Meyer and Kieras (1997), and outline the major 

theory we used in our research, threaded cognition (Salvucci & Taatgen, 2007). 

A Short History of Multitasking Research 

In 1931, Telford presented evidence that if people have to perform two tasks 

concurrently or at very short intervals, the reaction time on the second task 

increases. This effect, known as the Psychological Refractory Period (PRP), and 

related work of Craik (1948) and Welford (1952), lead to the so-called single-

channel hypothesis (Meyer & Kieras, 1997). This hypothesis states that at some 

point information in the brain cannot be processed in parallel, but has to go through 

a single channel; if one task is using this single channel, every other task will have 

to wait, causing interference. 

 It soon became apparent that there was not one large single channel from 

stimulus perception to the motor actions, but rather a short bottleneck at some 

place in the system. Researchers came to different conclusions as to where in the 

processing pipeline this bottleneck was located, for instance at the perception level 

(e.g., Broadbent, 1958) during response selection (e.g., Pashler, 1984) or during the 

production of motor actions (e.g., Keele, 1973). Depending on the specifics of the 

applied tasks evidence was collected for all these locations. No agreement could be 

found for a single bottleneck, and researchers had to search for another solution to 

account for all the collected data. 

 This solution came in the form of the Unitary-Resource theory (e.g., 

Kahneman, 1973), which is known under a “plethora of terms” (Meyer & Kieras, 

1997). Its main property is that attention is a limited resource that can be divided 

over multiple processing stages, and is controllable as to how it is divided over 

these stages. Thus, depending on task requirements it can happen that there is not 

enough attention to do all processing concurrently. As the attention can be used for 

different processing stages, bottlenecks can occur everywhere in the system. While 

the unitary-resource theory accounted for the problems of the single-channel 
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hypothesis, new problems came to the surface. The unitary-resource theory 

predicts that if one performs multiple tasks at the same time, interference will 

occur, independent of whether the tasks use the same basic mechanisms. Also, it 

states that interference depends for a large part on the processing demands of the 

individual tasks (Kahneman, 1973). Wickens showed in a number of papers that 

these predictions do not hold (e.g., 1984). One of the reasons is that some tasks can 

be performed together without any interference (perfect time-sharing). 

To cope with these new problems, the Multiple-Resource theory was 

developed (e.g., Navon & Gopher, 1979; Wickens, 1984, 2002). Instead of having 

one attention resource, multiple-resource theory assumes that separate resources 

exist for the separate processing stages. The theory predicts that if two tasks that 

make use of the same resource have to be performed concurrently, this will result 

in interference. An example is the multiple-resource theory of Wickens (2002). 

Based on to what extent multiple tasks share stages (perceptual/cognitive vs 

response), sensory modalities (auditory vs visual), codes (visual vs spatial) and 

channels of visual information (focal vs ambient), the 4-dimensional multiple 

recourses model predicts how much the tasks will interfere with each other. While 

it is possible to mathematically quantify interference between tasks, it is not 

possible to use the theory for making low-level prediction about human behavior, 

like reaction time and accuracy. Also, multiple-resource theory has often been 

criticized for being to lenient, in that it is too easy to add new resources (and thus 

new bottlenecks). 

To ensure that rigorous predictions could be made, and thus that theories 

could be tested in detail, researchers started to construct computational models. 

These efforts ranged from models of laboratory multitasking on the one hand (e.g., 

Taatgen, 2005) to real-world ‘multitasks’ like driving (e.g., Salvucci, 2006) on the 

other. For determining when models had to switch tasks a so-called customized 

executive was used (Kieras et al., 2000): a control structure only suitable for the 

tasks at hand. Theories were developed about how such an executive functioned, 

for instance Norman & Shallice’s theory Contention Scheduling (1986). This 

theory has been implemented as a computational model (Cooper & Shallice, 2000). 

It describes how parts of a task are interleaved, and the theory also explains how 
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multiple tasks work together. However, while their computational implementation 

can account for controlling one task, the part that has to coordinate resources 

between multiple tasks has not been implemented. 

The use of a customized executive introduced a new problem. Human 

beings are amazingly adept at combining previously unrelated tasks, without 

having to learn how to perform them together. For instance, if you ask a person to 

walk over the pavement and count the flagstones, it is not necessary to learn 

walking and counting concurrently. It seems there is no need for a customized 

executive, and there is no time spent on learning one. A better solution would be to 

have a general executive, a control structure that can combine any two tasks 

(Kieras et al., 2000; Salvucci, 2005), explaining the flexibility of human 

multitasking. 

Kieras et al. (2000) designed a general theory of multitasking in the 

cognitive architecture EPIC (Meyer & Kieras, 1997). Instead of having a 

customized executive to control for only the two tasks at hand, as is common 

practice in EPIC, they designed a general executive. While this approach did work 

in principle, it could not account for multitasking as well as the customized 

executive approach could. They concluded that a general executive could only be 

used to account for novice behavior, but not for anything more than that. This, 

however, does not explain the flexible way in which humans combine tasks. To 

solve this problem, Salvucci and Taatgen (2007) developed their multitasking 

theory Threaded Cognition, which strives to be a general theory of multitasking, 

able to account for any combination of tasks. 

Threaded Cognition 

Instead of using a customized executive or a general executive, threaded cognition 

does not use any executive at all (Salvucci & Taatgen, 2007). Multiple tasks are 

not governed by a control structure, but constrained by the available resources. In 

this sense it is closely related to Wickens multiple resource theory (2002). Every 

task or subtask that can be performed in isolation is called a thread. These threads 

are executed on a central processor, which can only handle one thread at a time – 
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this presents a first bottleneck. Furthermore, the threads can use resources such as 

vision and memory, but while the different resources function in parallel, one 

resource can only process one request at a time. This means that every resource can 

in theory present a processing bottleneck, accounting for the same phenomena as 

the multiple-resource theories. In contrast to these theories, threaded cognition 

does predict behavior on a low level, and also precisely describes which resources 

exist, as it has been implemented in the cognitive architecture ACT-R (Anderson et 

al., 2004). 

 Salvucci and Taatgen (2007) showed that threaded cognition can account 

for a broad range of tasks, ranging from PRP tasks to using a cell phone while 

driving. They also modeled a subset of the tasks of Kieras et al. (2000) and showed 

that threaded cognition presents a good account of these tasks. It is therefore the 

only theory that can account for all combinations of task, and thus the only true 

general theory of multitasking.  

Salvucci and Taatgen (2007) presented evidence for both a memory and a 

central processing bottleneck, in this research project we tried to find evidence for 

a problem representation resource. The experiment we conducted and the model 

we developed are described in two papers, which are presented as the next two 

chapters. 
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The Costs of Multitasking in Threaded Cognition 

Jelmer Borst & Niels Taatgen 

Paper accepted for the International Conference on Cognitive Modeling. 

 
Abstract 

Most multitasking models make use of executive processes to assign resources to 

tasks (Kieras et al., 2000). An alternative is to have no executive, but constrain 

individual processes so that they share resources in a plausible way. Salvucci and 

Taatgen (under revision) in their theory of threaded cognition have shown how 

peripheral resources and declarative memory are shared between processes without 

an executive. In this paper we will extend this work by showing how two tasks share 

a resource to store the problem representation in a dual-task paradigm where either 

task sometimes needs a problem representation and sometimes not. Threaded 

cognition predicts extra interference when both tasks need a problem representation, 

which is what we found in the experiment. 

Introduction  

Human beings are amazingly adept at performing multiple tasks concurrently, and 

at combining previously unrelated tasks. This stands in sharp contrast to the current 

situation in cognitive modeling, where most models of multitasking make use of a 

so-called Customized Executive (Kieras et al., 2000). This is an, often complicated, 

control process specialized for the tasks at hand. It determines how the tasks will 

be interleaved, and at which point one of the tasks takes precedence. A 

consequence of this is that for every two tasks a different control structure is 

required, which, in turn, implies that we would have to learn a new control 

structure for every new combination of tasks. A more plausible solution would be 

to have a General Executive that could interleave any two tasks (Kieras et al., 

2000; Salvucci, 2005). There have been several proposals for such a General 

Executive in cognitive architectures (e.g., Kieras et al., 2000 (EPIC); Salvucci, 
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2005 (ACT-R)). However, these proposals have not been equally successful in 

accounting for multitasking data as customized executive approaches. 

Yet another possibility is to have no executive at all (e.g., Liu, Feyen, & 

Tsimhoni, 2006), which is the underlying idea of the new multitasking theory 

‘Threaded Cognition’ of Salvucci and Taatgen (under revision). The essence of 

threaded cognition is that it has no central executive, but instead makes sure 

individual tasks in a multitasking situation interleave without top-down control. 

This interleaving of individual tasks sometimes leads to additional costs. Salvucci 

and Taatgen have already shown how declarative memory can be a contended 

resource, and that competition for this resource can explain differences between 

novices and experts on a task. In the current paper we will show evidence for a 

second shared central resource: the problem representation. We will use a dual-task 

situation with two relatively complex tasks: driving and operating a navigation 

device. The experimental manipulation is to have two variations of each of the two 

tasks, one that does require a problem representation, and one that does not. 

First, we will outline threaded cognition, and show what kind of 

multitasking costs the theory predicts. Second, we will test in an experiment 

whether this prediction is correct, and finally compare the results of the experiment 

to a model designed with threaded cognition. 

Threaded Cognition 

Threaded cognition posits that each task (in a multitasking context) is represented 

by a cognitive thread (Salvucci & Taatgen, under revision). Each of these threads 

has its own control structure: there is no central executive; threads are independent 

and can be run in isolation. Threaded cognition can therefore account for the 

flexible way humans combine previously unrelated tasks, and for the fact that 

many tasks can be learned in isolation first and performed together later. 

All threads are processed together on a single processor, which can only 

execute one rule at a time, and will therefore present a bottleneck (this in contrast 

to the approach of Kieras et al., 2000). At any given time, production rules of all 

threads can be selected, when multiple rules (of different threads) match, the rule 
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belonging to the thread that has least recently been processed will be executed. 

This makes sure none of the threads will starve as long as it has matching 

production rules.   

While the central processor presents a first bottleneck, it is not the only 

one. The threads have to share resources like memory and vision, which creates 

additional interference. For instance, if two threads need to retrieve a fact from 

declarative memory, the one that comes first can request retrieval, and the second 

thread will have to wait. A second consequence of resource sharing is that threads 

have to be polite, in that they should not ‘steal’ resources from another thread, as 

this could result in an infinite loop. 

Costs of multitasking 

As explained above, possible bottlenecks in the model are the central processor and 

resource sharing. In the current paper we investigate interference of sharing the 

problem representation resource. If a thread has to keep a problem state in mind, 

for instance a partial solution to a problem, and another thread has to keep track of 

its own problem state, both threads will have to restructure their problem state 

every time they take control (assuming only one problem state can be maintained at 

a time). Thus, threaded cognition predicts additional interference in case two 

threads both have to keep track of their own problem state. Additional in the sense 

that the problem representation has to be restored on every task switch, in contrast 

to the use of the visual or memory resource where threads only have to wait 

sometimes, but can carry on afterwards. 

The current paper tests this prediction by comparing two tasks in two 

conditions, an easy condition in which no problem state is necessary, and a hard 

condition in which it is. Thus, suppose performance is 100% if both tasks are easy, 

and 90% when one of the two tasks is hard (because of perceptual / motor / 

memory resource sharing), threaded cognition predicts a task performance lower 

than 80% in the condition when both tasks are hard. 
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Threaded Cognition & ACT-R 

Because threaded cognition strives to be an “integrated” theory, it is implemented 

in the cognitive architecture ACT-R (Anderson et al., 2004). ACT-R is a cognitive 

architecture consisting of specialized modules functioning around a central 

production rule system. This production system works on a single goal at a time, 

for which it sequentially executes production rules. In order to achieve 

multitasking, a control structure is needed that switches between the multiple goals 

at the appropriate moments, essentially requiring a customized executive for each 

combination of tasks.  

A possible solution for this problem could be, as stated above, threaded 

cognition. This is implemented in ACT-R in the following way. Instead of only 

one goal, ACT-R is now allowed to have multiple goals. Each goal represents a 

thread, and will have a number of dependent production rules. However, as in 

standard ACT-R, only one rule can fire at any given time. If production rules 

related to different goals match at the same time, threaded cognition will select the 

rule belonging to the least recently processed goal.  

In ACT-R, the problem representation has to be stored in the imaginal 

buffer, which has to be shared by multiple tasks. In combination with threaded 

cognition this clearly predicts strong interference if two tasks have to keep track of 

a problem represenation.  

The Experiment 

To test our hypothesis we modified the discrete driving task of Salvucci, Taatgen 

and Kushleyeva (2006). This is a task in which participants have to steer a car 

down a road on the left side of the screen, while entering information into a 

navigation device on the right. As explained above, for our current purposes we 

needed two tasks, both with a hard condition in which participants have to keep 

track of a problem state, and an easy condition in which this is not the case. To this 

end we modified both parts of the discrete driving task. We will describe both tasks 

in detail below. 
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Driving  

In the driving part of the experiment the participants’ main task is to keep the car in 

the middle of the road. Every few moments (0.5, 0.75, or 1.0 seconds, with equal 

probability) the car is perturbed 10 pixels to the right or to the left. It can be steered 

back to the middle of the road by pressing ‘a’ or ‘d’ (left or right, respectively), 

which also resets the perturbation timer. When the car is in the middle of the road, 

it will move to the left or to the right with equal probability. When it is already on 

one of the sides, it will move in 2/3 of the cases further to that side. 

Every 15 seconds the car reaches an intersection, where it can either go 

left, straight, or right (keys ‘q’, ‘w’, ‘e’). In the easy condition, participants are 

shown where to go by an arrow above the intersection, as in Figure 1. They only 

have to press the corresponding key on the keyboard, and do not have to keep track 

of past or upcoming intersections. In the hard condition, four arrows are shown at 

the first intersection of a set of four, and none on the other three. This means that 

participants have to (1) remember where to go on a series of three intersections, 

and (2) keep track of how many intersections they have already passed in the 

current set. The four arrows are shown for a maximum of 3 seconds. 

Navigation  

Navigating is done using the mouse, and while it has to be performed concurrently 

with steering the car, participants use their left hand to steer the car with the 

keyboard and use their right hand for navigation with the mouse.  

The navigation task starts with an initial screen with five buttons: street 

number, street name, city, state, and done. These buttons are used to choose the 

category to be entered, but as only one 

of them is active (and highlighted) at a 

time, this part of the task is trivial. 

When one of the buttons is clicked a 

keyboard appears, as in Figure 2 (in 

case of street name, city, or state the 

keyboard is completely alphabetic).  Figure 1. Example of an ‘easy’ intersection. 
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Figure 2 shows an example 

of the easy task. In this case the to-

be-entered character is present in the 

display, the only thing a participant 

has to do is to click the corresponding 

key on the keyboard. As soon as the 

click is registered a new stimulus 

appears; this continues until the 

whole number/name is entered (the participant has no access to the full name, and 

can therefore not plan ahead). After all characters of a name have been entered 

‘OK’ is shown in the input field, when the participant clicks the OK-button the task 

returns to the initial display and the next category is highlighted. When all four 

parts of the address have been entered the Done-button is highlighted, when that is 

clicked the display disappears for 10 seconds, after which a new display appears. 

When the car reaches an intersection, the buttons of the navigation device become 

inactive, to become active again as soon as the participant steered. 

In the hard condition a whole number/name is shown in the input field at 

once, however, it disappears as soon as the participant starts typing. Also, no 

feedback is offered to the participant as to what they have entered; only a ‘click’ 

can be heard every time a button is clicked. This means that the participant has to 

keep in mind what word they are typing and which character of the word has to be 

entered next.  

In both conditions the numbers were three digits long, the street names six 

letters, the city names contained nine letters and the states were the normal two-

letter abbreviations. In the hard condition, real street / city / state combinations of 

well-known cities were used. In the easy condition the characters of these names 

were scrambled to prevent participants from guessing the word. 

Eye-tracking  

To investigate which of the two tasks the participants were focused on at a 

particular moment, we used an Eyelink II head-mounted eye-tracker (SR Research) 

to record eye movements. 

Figure 2.  Navigation display in the easy 

version. 



   The Costs of Multitasking in Threaded Cognition – 13 

Participants 

27 people agreed to participate in the experiment for monetary compensation. As 

one of them left halfway through the experiment because of a fierce headache, 

there are 26 complete datasets (11 female, age range 18-34, mean age 23.4). All of 

the participants had normal or corrected-to-normal visual acuity. Informed consent 

was obtained before testing. Due to technical difficulties the eye-tracking data of 6 

participants could not be analyzed. 

Experimental set-up  

The experiment started with five practice blocks: easy driving: 2 blocks of 4 

intersections; hard driving 2x4 intersections; easy navigation: 2 complete 

addresses; hard navigation: 2 addresses; combination: one set of each condition 

combined: 4 sets of 4 intersections and a complete address. This might sound a bit 

overdone as the single tasks are quite easy, but as the response of many participants 

indicated at the combination practice (“this is impossible!”), it was necessary. 

After the practice block the participants were asked to do the single tasks 

in isolation, to measure their base level performance (3 sets of 4 intersections in the 

two driving conditions, 3 addresses in the two navigation conditions). The main 

part of the experiment existed of two blocks of 12 4-intersection sets and addresses 

each, thus 24 sets in total. At the end of the experiment the single tasks were once 

again administered, to control for learning effects. Between the different blocks 

participants could take a break, which they usually only did halfway the main 

phase. The complete experiment lasted approximately 1.5 hours. 

The Model 

To model this task we used threaded cognition and ACT-R. The experiment 

consists of two tasks that can be performed in isolation: driving and navigation. 

Thus the model will have two threads, which we describe in turn below. 

Driving thread 

As long as the driving thread is the only active thread, it can constantly attend the 

road, and act promptly to every perturbation. However, most of the time a 
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navigation thread is also present which needs to attend the navigation device. To 

know when it has to focus attention back on the road the driving thread needs a 

sense of time, which we implemented using the previously validated temporal 

module (Taatgen, Van Rijn, & Anderson, in press).  

 As long as the car is not on the center of the road, the driving thread will 

use the visual resource. It will give it up as soon as the car is on the middle of the 

road. As soon as it notices that the visual module is used by another thread and 

attends something else than the road (in this case the navigation device), the 

driving thread will start the timer of the temporal module. While the navigation 

thread is busy entering information into the navigation device, the driving thread 

tries to decide whether it is time to look at the road by retrieving past timing 

experiences, stored at the current timer value. If it retrieves an experience that says 

it is time to drive again, the driving thread attends the road, and steers the car back 

to the middle. It can also retrieve an experience saying it is still safe to continue 

navigation, in which case that is exactly what it does. If it fails to retrieve a past 

experience it will continue navigating half of the time, and go back to driving in 

the other half of the cases.  

Where do these timing experiences come from? Every time the driving 

thread starts steering the car, it first stores whether this was already necessary or 

not (i.e., whether the car was far out of the middle of the road, or whether it was 

still driving safely in the middle) together with the timer value on which it looked 

back to the road; this forms a timing experience. It should be noted that while the 

driving thread is combined with a navigation thread in this particular example, this 

is by no means necessary. Without making any changes to the driving thread, it can 

be combined with any other behavior performed while driving, like using a cell 

phone.  

The driving thread steers the car back to the middle of the road by looking 

whether the car is to the left or to the right of the center, and pressing the 

corresponding key. When the car stops at an intersection, the model tries to find an 

arrow. If there is only one arrow, it presses the corresponding key. If there are four 

arrows, the model starts memorizing them by attending them in left to right order, 

until the arrows disappear after 3 seconds. It also changes its problem state to 
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represent where it is in the current set of intersections. If it now arrives on an 

intersection with no arrows it retrieves the arrow corresponding to the current 

problem state from memory, and steers into that direction. Every time the driving 

threads steers the car back to the middle of the road it will also retrieve the arrow 

for the upcoming intersection, and, if necessary the problem state. 

Navigation thread 

Navigation starts with selecting a category: finding an active button and clicking it. 

If the task is easy, the model now perceives the stimulus and clicks the 

corresponding key. However, if the task is hard the model puts the to-be-entered 

information in its problem state and starts typing the first character. As soon as it 

clicks a button it starts searching for the next character of the word, and so on until 

the whole word has been entered.  

It should be noted that both tasks are polite in the sense that they will only 

take over control when all resources are free, except for the problem state. There is 

one exception to this general rule: the driving task can request visual attention back 

immediately. This mimics real driving in the sense that when someone is paying 

attention for some time to entering information in a navigation device, at some 

point they will look back to check the state of the road, independent of whether 

they had finished entering all the information. 

Whenever the model switches to the navigation task and notes that it is in a 

hard condition and does not have the right problem state, it will first request this 

from declarative memory, effectively pushing the problem state of the driving 

thread into declarative memory. Similarly, whenever the model switches to driving 

in the hard condition, it will restore the driving problem state. 

Results 

A visual inspection of the data showed that all learning took place before the main 

phase of the experiment: there was no noticeable difference between the base level 

measurements before and after the experiment. Therefore the rest of this paper will 

only be concerned with the main two blocks of the experiment. All reported F- and 

p-values are from ANOVAs, all error bars depict standard errors. 
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Task durations 

The average duration of periods spent on one of the two subtasks can be seen in 

Figure 3 (driving sequence) and Figure 4 (navigation sequence). These durations 

are approximations, calculated in the following manner: the length of a driving 

sequence is defined as the time between two navigation actions (button clicks), 

with at least one driving action in between. Similarly, the length of a navigation 

period is the time between two driving actions with a navigation action in between. 

 

Driving Figure 3 shows that the length of driving periods decreases when the 

navigation task becomes hard, but only when driving is easy. When navigation is 

hard, people know what they are going to type next (“philadel…”), which means 

that they do not have to find the stimulus first, but can start right away with 

entering navigation information. Because of the fact that the length of a driving 

sequence is measured as the time between two navigation actions with a driving 

action in between, the length of the driving sequence decreases when navigation 

becomes hard. However, this effect disappears when both navigation and driving 

are hard – it seems as if people have to reconstruct their problem state before they 

can start navigating, which increases the length of the driving periods. Overall can 

be seen that the length of driving periods increases with driving difficulty. An 

ANOVA showed indeed a main effect of driving (F(1,25) = 65.414, p < .001) and 

an interaction effect of driving x navigation (F(1,25) = 13.906, p < .001).  

 

Figure 3. Duration of driving periods. Figure 4. Duration of navigation periods. 
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Navigation In Figure 4 can be seen that the duration of the navigation periods 

increases with task difficulty of navigation (F(1,25) = 16.755, p < .001). Driving 

has no significant effect on the length of the navigation periods, neither is there an 

interaction. 

 

Model The model shows the same pattern as the experimental data: in the driving 

task (Figure 3, right panel) there is a significant interaction, while in the navigation 

task (Figure 4, right panel) there is no significant interaction. This is what threaded 

cognition predicted: there will be interference as soon as people have to keep track 

of a problem state in both tasks. 

Task durations measured with eye-tracking 

Figure 5 again shows the duration of periods spent on the driving task, but now as 

measured by the eye-tracker. The length of a period is now determined by where a 

participant was looking: as long as participants were looking at the right side of the 

screen it was recorded as navigation, as long as they were looking at the left side as 

driving. These measurements are arguably more accurate than the ones before: 

periods without any key-presses or mouse clicks are taken into account as well. 

This explains why the average length of the periods is about a second shorter than 

what we saw earlier. 

 

Driving Interestingly, instead of 

decreasing, the length of driving 

periods now increases with 

navigation difficulty (F(1,19) = 

9.1367, p < .01). This can be 

explained by the fact that finding and 

reading the stimulus in the easy 

condition no longer contributes to the 

driving periods. The reason for the 

increase is probably that participants Figure 5.  Duration of eye-tracking driving 

periods. 
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tried to finish parts of a word (“phi…”), before going back to driving, an effect that 

will not occur in the easy driving condition and will make for longer navigation 

periods. The longer participants spend on navigation, the longer they need to steer 

the car back to the middle of the road. There is also a significant effect of driving 

difficulty (F(1,19) = 14.455, p < .01). Besides these two main effects, we found an 

interaction effect of driving x navigation as well (F(1,19) = 14.931, p < .01). This 

could be explained by the fact that people have to reconstruct their problem state 

before entering navigation information, and this preparation is done while looking 

at the driving display, as people can still control the car in that case. 

 

Navigation No significant effects were observed in the duration of the periods 

spent on navigation (no graph is shown). 

 

Model The model showed the same patterns, it only predicted the duration of the 

driving periods to be about 250 ms shorter (Figure 5, right panel). On the other 

hand, the duration of the navigation periods is predicted correctly (2.25 sec), 

without effects of condition.  

Deviation 

Due to space limitations we cannot show graphs of the average deviation of the 

middle of the road, but will describe it shortly. Deviation increases with task 

difficulty, this is both significant for driving, F(1,25) = 21.010, p < .001 and for 

navigation, F(1,25) = 18.967, p < .001. No interaction effect was found. The values 

range between 10 and 12 pixels. 

However, the model shows an interaction effect. There is too much 

deviation in the easy driving/easy navigation condition. The duration of the 

navigation periods in the easy/easy condition is overestimated as well (Figure 4), 

and these two phenomena are connected. Because the model spends a little too 

much time in the easy/easy condition on navigation, it will also deviate further 

from the middle of the road. Furthermore, the model performed better than the 

participants, with deviation ranging between 6 and 8 pixels. However, about one 

third of our participants actually performed on that level, while some others were 
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far worse than average. The model must be seen as a ‘perfect’ participant, in that it 

always manages to steer the car back to the middle of the road in exactly the right 

number of key-presses. 

Number of clicks / key-presses per period 

In Figure 6 and Figure 7 is respectively shown how many times participants 

pressed a key during a driving period, and how many times they clicked a button 

during a navigation period. There is only one significant effect on the number of 

key-presses, which is driving (F(1,25) = 13.475, p < .01). The opposite is true for 

the number of clicks during a navigation period, this gives a highly significant 

effect of navigation (F(1,25) = 229.54, p < .001), and only a marginal effect of 

driving (F(1,25) = 6.070, p = .02). The model shows the same effects, as can be 

seen in the right panels of both figures. 

Discussion & Conclusion 

As explained above, threaded cognition predicts an extra drop in performance 

when it is necessary to keep track of a problem state for two tasks. The results of 

the experiment clearly showed that this is in fact the case: we found a significant 

interaction effect in the length of driving periods. By modeling this task in ACT-R 

with threaded cognition, we showed exactly why these costs are connected to the 

driving task: the preparation of a problem state for both the driving and the 

navigation task is done while driving, and the need to reconstruct a problem state 

Figure 6.  Mean number of key-presses per 

driving period. 

 

Figure 7.  Mean number of clicks per 

navigation period. 
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therefore increases the duration of driving periods. Eye-tracking measurements 

confirmed those results. 

Threaded cognition is one of the first theories of multitasking without a 

control structure to interleave the subtasks. Salvucci & Taatgen (under revision) 

showed the value of this theory in a multitude of task combinations, they validated 

the theory on tasks ranging from simple laboratory tasks to real-world tasks, and 

showed the effects of sharing perceptual and memory. In the current paper we 

investigated whether threaded cognition can account for the costs of sharing 

another internal resource: the problem state. As we have made clear, threaded 

cognition predicted correctly in which conditions we had to expect extra costs of 

sharing a problem state. 
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Abstract 

Salvucci and Taatgen (2007) presented evidence for two cognitive bottlenecks in 

multitasking: central processing and declarative memory. We present evidence for a 

third bottleneck, the problem representation, through an experiment that shows that 

people can only maintain a single problem representation, producing interference 

when multiple problem representations are necessary. Using threaded cognition and 

ACT-R (Anderson et al., 2004) a cognitive model was constructed to account for the 

observed behavior. 

Introduction 

When people perform two tasks concurrently, for instance driving a car and talking 

to someone on a cell phone, they know that they are doing two tasks. That is, while 

telling someone a story on the phone they do not forget to keep driving the car, and 

when driving becomes hard they do not forget that they were on the phone. It 

seems that people can maintain multiple goals at the same time.  

Some goals have an associated problem representation, information 

describing the current state of the task. For instance, one can have the goal of 

solving a math problem. At some point, a partial solution has to be kept in mind to 

solve the problem; this partial solution is a problem representation. It is thus not a 

particular instantiation of the goal, but information necessary for reaching the goal. 

This problem representation is, in contrast to the goal of a task, prone to forgetting. 

For example, sometimes you go to another room to retrieve something, but when 

you arrive in that room you have forgotten what you were going to retrieve (the 

problem representation), but not that you were going to retrieve something (the 

goal). Not all goals need a problem representation, for instance driving a car on an 
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empty road does not require a problem representation, because the environment 

supplies all the information that is needed to do the task. 

Threaded Cognition, a theory of multitasking developed by Salvucci and 

Taatgen (2007), describes in detail how humans perform multiple tasks 

concurrently. It posits that every (sub)task is represented by a cognitive thread, 

consisting of the goal of that task and associated task knowledge. These threads 

operate in parallel and are not governed by any control structure, but are 

constrained by the available resources. Resources are either perceptual or motor in 

nature or central. Salvucci and Taatgen give evidence for at least two central 

cognitive resources: a procedural (processing) and a declarative (memory) 

resource. The key component of the theory is that each resource can only be used 

by one thread at a time, but different resources can be used by different threads in 

parallel (a similar approach, but from a more mathematical point of view is 

described in Liu, Feyen, & Tsimhoni, 2006). Resources are claimed by the threads 

on a first-come-first-serve basis, but threads are required to release a resource as 

soon as they are done with it. Interference in multi-tasking can be caused by two 

threads needing the same resource at the same time. In essence, each resource can 

therefore act as a bottleneck in processing. 

Salvucci and Taatgen (2007) showed that two central resources or 

bottlenecks  (processing and memory) can account for a wide range of multitasking 

behaviors. The processing resource has a central role in coordinating actions in the 

other resources. Because it is relatively fast, it rarely produces noticeable 

interference. The memory resource plays a role in novice behavior and cases where 

factual knowledge is needed to do the task (e.g., language processing), and can be a 

source of considerable interference. To be able to make clear predictions about 

human behavior, threaded cognition has been implemented in the cognitive 

architecture ACT-R (Anderson et al., 2004). 

Threaded cognition strives to be a general theory of multitasking, in that it 

attempts to account for all multitasking phenomena, for every combination of 

tasks. In this, it builds on a number of existing theories. A closely related 

psychological theory is the multiple resource theory of Wickens (2002). Based on 

the extent to which multiple tasks share stages, sensory modalities, codes, and 
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channels of visual information, the 4-dimensional multiple recourses model 

predicts how much tasks will interfere with one another. While it is possible to 

quantify interference between tasks mathematically, the theory has not been 

implemented in a cognitive architecture, and can therefore not be compared 

directly to threaded cognition.  

Threaded cognition is also closely related to Norman & Shallice’s 

contention scheduling (1986; Cooper & Shallice, 2000) and to Kieras et al.’s 

central executive (2000). However, both accounts rely on a supervisory structure or 

algorithm that coordinates the division of resources, while neither has formulated a 

general solution for such a system. Threaded cognition, on the other hand, has no 

supervisor, and instead has a localized explanation for the division of resources. 

The current research focuses on the problem representation in threaded 

cognition. As described above, intuitively one would assume that people almost 

always know what they are doing, but sometimes fail to maintain the exact 

information related to the task, the problem representation. While threaded 

cognition clearly states that people always know what threads they are currently 

performing (the goals), it does not specify where the problem representation of 

each of the threads is maintained. The solution most consistent with the theory is 

that maintaining a problem representation requires a resource of its own, and can 

act as an additional cognitive bottleneck if more than one task requires a problem 

representation.  

We tested this prediction in a behavioral experiment comparing 

performance on a combination of two tasks, both of which can have an easy, non-

representation version, and a hard, representation version. If one of the tasks is 

hard, and the other is easy, we expect that performance decreases due to the 

increased difficulty of one task. If both tasks are hard, we expect an extra 

performance decrease (on top of both difficulty effect) because the problem 

representation has to be changed each time there is a switch between tasks.  
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Method 

Participants 

27 people participated in the experiment for monetary compensation. One 

participant did not complete the experiment, leaving 26 complete datasets (11 

female, overall age range 18-34, mean age 23.4). All participants had normal or 

corrected-to-normal visual acuity. Informed consent was obtained before testing. 

Due to technical difficulties the eye-tracking data of 6 participants could not be 

analyzed. 

 

Apparatus 

To investigate which of the two tasks the participants focused on at a particular 

moment, we used an Eyelink II head-mounted eye-tracker (SR Research) to record 

eye movements. 

 

Design 

To test our hypothesis we modified the discrete driving task of Salvucci, Taatgen 

and Kushleyeva (2006). In this task, participants have to steer a car down a road on 

the left side of the screen, while entering information into a navigation device on 

the right. As explained above, for our current purposes we needed two tasks, both 

with a hard condition in which participants have to keep track of a problem state, 

and an easy condition in which this is not the case. To this end we modified both 

parts of the discrete driving task. 

 

Driving In the driving part of the experiment the participants’ main task was to 

keep the car in the middle of the road. Every few moments (0.5, 0.75, or 1.0 

seconds, with equal probability) the car was perturbed 10 pixels to the right or to 

the left. It could be steered back to the middle of the road by pressing ‘a’ or ‘d’ 

(left or right, respectively), which also reset the perturbation timer. When the car 

was on the middle of the road, it moved to the left or to the right with equal 

probability. When it was already on one of the sides, it moved in 2/3 of the cases 

further to that side. 
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Every 15 seconds the car 

reached an intersection, where it had 

to either go left, straight, or right 

(keys ‘q’, ‘w’, ‘e’). In the easy 

condition, participants were shown 

where to go by an arrow above the 

intersection, as in Figure 1. They had 

to press the corresponding key on the 

keyboard. In the hard condition, four arrows were shown at the first intersection, 

and none on the remaining three. Participants had to remember where to go on the 

next three intersections. The four arrows were shown for a maximum of 3 seconds.  

 

Navigation The overall goal of the navigation task was to enter an address into the 

navigation device using the mouse. Thus, the participants used their left hand to 

steer the car with the keyboard and their right hand for navigation with the mouse. 

The navigation task initially showed a screen with five buttons: street number, 

street name, city, state, and done. These buttons were used to choose the category 

to be entered, but as only one of them was active (and highlighted) at a time, this 

part of the task was trivial. When one of the buttons was clicked, a keyboard 

appeared (Figure 2; in the case of street name, city or state, the keyboard was 

alphabetic). 

Figure 2 shows an example of the easy version of the navigation task. In 

this case the to-be-entered character was shown in the display, the only thing a 

participant had to do was to click the corresponding key on the keyboard. As soon 

as the click was registered, a new 

stimulus appeared; this continued 

until the complete number/name was 

entered (the participant had no 

access to the full name, and therefore 

could not plan ahead). After all 

characters of a name had been 

Figure 1. Example of an ‘easy’ intersection. 

 

Figure 2. Navigation display in the easy 

variant. 
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entered, ‘OK’ appeared in the input field. When the participant clicked the OK-

button, the task returned to the initial display and the next category was 

highlighted. When all four parts of the address had been entered the Done-button 

lit up; after clicking 'done' the display disappeared for 10 seconds, after which a 

new display appeared. 

In the hard condition, the complete number/name was shown in the input 

field at once; however, it disappeared as soon as the participant started typing. 

Participants couldn't see what they had entered; only a ‘click’ could be heard each 

time a button was selected. Participants had to keep in mind what word they were 

typing and what character of the word had to be entered next.  

In both conditions the numbers were three digits long; street names 

contained six and the city names nine letters, and the states were the standard two-

letter abbreviations. In the hard condition, real street / city / state combinations of 

well-known cities were used. In the easy condition the characters of these names 

were scrambled to prevent participants from guessing the word. When the car 

reached an intersection, the buttons of the navigation device became inactive, to 

become active again as after the participant had chosen a direction. 

 

Procedure 

An overview of the experimental set-up is provided in Table 1. The stimuli are 

specified as sets of one address and / or driving along four intersections. The 

experiment started with five practice blocks. After the practice blocks the 

participants were asked to do the single tasks in isolation, to measure their base 

level performance. The main part of the experiment consisted of 24 address-and-

intersections sets: 6 sets for each condition, fully randomized. At the end of the 

experiment the tasks were again administered individually to control for learning 

effects. Between the different blocks and halfway the experimental block 

participants could take small breaks. The complete experiment lasted 

approximately 1.5 hours. 
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Table 1.  

Overview of the experimental procedure. 

Part Block Stimuli 

Practice Driving 2 easy intersection sets 

 Driving 2 hard intersection sets 

 Navigation 2 easy addresses 

 Navigation 2 hard addresses 

 Combination 1 easy address / easy intersection set  

1 easy address / hard intersection set 

1 hard address / easy intersection set 

1 hard address / hard intersection set 

Single tasks before Driving 3 easy intersection sets 

 Driving 3 hard intersection sets 

 Navigation 3 easy addresses 

 Navigation 3 hard addresses 

Experiment Combination 6 easy addresses / easy intersection sets 

6 easy addresses / hard intersection sets 

6 hard addresses / easy intersection sets 

6 hard addresses / hard intersection sets 

Single tasks after Driving 3 easy intersection sets 

 Driving 3 hard intersection sets 

 Navigation 3 easy addresses 

 Navigation 3 hard addresses 

 

The dependent variables were the time participants spent on both tasks 

(measured behaviorally and using eye-tracking) and the average deviation of the 

middle of the road.  
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Model 

We will first describe the model, after which the behavioral results and the 

modeling results will be presented side by side. Modeling the experiment was done 

using threaded cognition (Salvucci & Taatgen, 2007) and the cognitive architecture 

ACT-R (Anderson et al., 2004). As the experiment consists of two tasks that can be 

performed in isolation, the model will have two threads, driving and navigation, 

which we describe in turn below. 

Of particular importance for the task at hand is the problem representation 

resource. When a thread needs to inspect its problem representation and the 

problem representation resource holds a representation for another thread, this 

other representation is moved to declarative memory, and the current thread now 

retrieves its own representation from memory. This situation only occurs when 

multiple tasks require a problem representation, and will therefore cause extra 

interference when both tasks are in the hard condition. 

 

Driving thread 

As long as the driving thread is the only active thread, it can constantly attend the 

road, and act promptly to every perturbation. However, most of the time a 

navigation thread is also present which needs to attend the navigation device. The 

assumption of the model is that driving can relinquish the visual resource for 

limited periods of time in order to do a secondary task. To know when it has to 

focus attention back on the road, the driving thread needs a sense of time, which 

we implemented using the previously validated temporal module (Taatgen, Van 

Rijn, & Anderson, in press).  

  As long as the car is not on the center of the road, the driving thread will 

use the visual resource. It will give it up as soon as the car is on the middle of the 

road. Whenever it notices that the visual module attends something else than the 

road (in this case the navigation device), the driving thread will start the timer of 

the temporal module. By retrieving earlier timing experiences from memory, the 

driving thread tries to determine whether it is already time to attend the road, or 
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whether it is still safe to continue navigation (see Taatgen, van Rijn & Anderson, in 

press, for details). 

The driving thread steers the car back to the middle of the road by looking 

whether the car is to the left or to the right of the center, and pressing the 

corresponding key. When the car stops at an intersection, the model tries to find an 

arrow. If there is only one arrow, it presses the corresponding key. If there are four 

arrows, the model starts memorizing them by attending them in left to right order, 

until the arrows disappear after 3 seconds. It also changes its problem 

representation to represent where it is in the current set of intersections. If it arrives 

on an intersection with no arrows it retrieves the arrow corresponding to the current 

problem representation from memory, and steers into that direction. Every time the 

driving threads steers the car back to the middle of the road and notices that it is in 

the hard condition, it restores the problem representation if necessary. Thus, the 

model restores the problem representation even when it is not at an intersection. 

It should be noted that while the driving thread is combined with a 

navigation thread in this particular example, this is by no means necessary. 

Without making any changes to the driving thread, it can be combined with any 

other behavior performed while driving, like using a cell phone. 

 

Navigation thread 

Navigation starts with selecting a category: finding an active button and clicking it. 

If the task is easy, the model now perceives the stimulus and clicks the 

corresponding key. However, if the task is hard the model puts the to-be-entered 

information in its problem representation and starts typing the first character. As 

soon as it clicks a button it starts searching for the next character of the word, and 

so on until the whole word has been entered. If it notices that it is in the hard 

condition, and no problem representation is present, it will retrieve the old problem 

representation from memory and restore it.  
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Model predictions 

The main prediction of the model is that when both tasks need a problem 

representation (in the hard/hard condition), there will be an increase in the duration 

of driving periods (the time people spent on average on driving without using the 

navigation device). In the hard/hard condition the problem representation has to be 

restructured every time the model changes between driving and navigation. When 

the model switches from navigation to driving it starts steering, and then 

restructures the problem representation, which will increase the length of the 

driving periods. When the model switches from driving to navigation, the model 

restores the problem representation for navigation while still being focused on 

steering the car, as there is no need to perceive the navigation device while doing 

this. This also increases the length of the driving periods. Therefore, the model 

predicts a driving-difficulty x navigation-difficulty interaction on the length of the 

driving periods. 

Results 

There was no noticeable difference between the single task measurements before 

and after the experiment, as indicated by the number of fixations. Especially in the 

navigation task, which is partly a visual search task, a difference in the amount of 

fixations before and after the main phase would have indicated learning. However, 

no such a difference was found for navigation (F(1,19) = 2.039, p = .17), and 

neither was there a difference for driving (F(1,19) = 0.173, p = .67). The rest of 

this paper will therefore only be concerned with the main block of the experiment. 

All reported F- and p-values are from ANOVAs, all error bars depict standard 

errors. 

 

Task durations 

The average duration of periods spent on one of the two subtasks can be seen in 

Figure 3 (driving sequence) and Figure 4 (navigation sequence). These durations 

are approximations, calculated in the following manner: the length of a driving 

sequence is defined as the time between two navigation actions (button clicks), 
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with at least one driving action in between. Similarly, the length of a navigation 

period is the time between two driving actions with a navigation action in between. 

Figure 3 shows that the length of driving periods decreases when the 

navigation task becomes hard, but only when driving is easy. When navigation is 

hard, people know what they are going to type next (“philadel…”), which means 

that they do not have to find the stimulus first, but can start right away with 

entering navigation information. Because of the fact that the length of a driving 

sequence is measured as the time between two navigation actions with a driving 

action in between, the length of the driving sequence decreases when navigation 

becomes hard. However, this effect disappears when both navigation and driving 

are hard. People have to reconstruct their problem state before they can start 

navigating, which increases the length of the driving periods, which was exactly 

what the model predicted. Overall the length of driving periods increases with 

driving difficulty. An ANOVA showed indeed a main effect of difficulty on 

driving time (F(1,25) = 65.414, p < .001) and an interaction effect of driving-

difficulty x navigation-difficulty (F(1,25) = 13.906, p < .001).  

In Figure 4 it can be seen that the duration of the navigation periods 

increases with task difficulty of navigation (F(1,25) = 16.755, p < .001). Driving 

has no significant effect on the length of the navigation periods, neither is there an 

interaction. 

Figure 3.  Average duration of driving 

periods. 

Figure 4.  Average duration of navigation 

periods. 
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The model shows the same pattern as the experimental data: in the driving 

task (Figure 3, right panel) there is a significant interaction, while in the navigation 

task (Figure 4, right panel) there is no significant interaction.  

 

Task durations measured with eye-tracking 

Figure 5 again shows the duration of periods spent on the driving task, but now as 

measured by the eye-tracker. The length of a period is now determined by where a 

participant was looking: as long as participants were looking at the right side of the 

screen it was recorded as navigation, as long as they were looking at the left side it 

was recorded as driving. These measurements are more accurate than the ones 

before: periods without any key-presses or mouse clicks are taken into account as 

well. This explains why the average length of the periods is about a second shorter 

than those in the previous section. 

 Instead of decreasing, the length of the driving periods now increases with 

navigation difficulty (F(1,19) = 9.137, p < .01). This can be explained by the fact 

that finding and reading the stimulus in the easy navigation condition no longer 

contributes to the driving periods. There is also a small effect of driving difficulty 

on navigation (F(1,19) = 14.455, p < .01). Besides these two main effects, we 

found an interaction effect of driving x navigation (F(1,19) = 14.931, p < .01). This 

is precisely what we predicted, and is explained by the fact that people have to 

reconstruct their problem state every time they switch from one of the tasks to the 

other. Reconstructing the problem 

state for the driving task contributes 

to the length of the driving periods, 

but reconstructing the problem state 

for the navigation task increases 

driving duration as well, because 

people do this while looking at the 

road (so they can still control the car). 

No significant effects were observed 

in the duration of the periods spent on Figure 5.  Duration of eye-tracking driving 

periods. 
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navigation, which is not surprising, as the model predicts people to restore their 

navigation problem representation while driving (no graph is shown). 

The model showed the same patterns, it only predicted the duration of the 

driving periods to be about 250 ms shorter (Figure 5, right panel). This could be 

caused by the fact that the model uses a standard fixation length of 135 ms, while 

participants sometimes make long fixations, in particular while focusing on the 

driving task. The duration of the navigation periods was predicted correctly (1.25 

sec), without effects of condition.  

 

Deviation of the middle of the road 

The deviation of the middle of the road is calculated as follows. The total time per 

condition is divided in parts in which the participant was driving on a certain 

distance from the middle of the road (0, 10, 20, 30, 40, 50 or 60 pixels). Every 

distance is multiplied by the time driving on that distance (10 min. x 10 pixels, 5 

min. x 20 pixels, etc.). In the end the summation over all the different distances is 

divided by the total time, which gives the average deviation per condition. 

Deviation increases with task difficulty, this is both significant for driving, F(1,25) 

= 21.010, p < .001 and for navigation, F(1,25) = 18.967, p < .001. No interaction 

effect was found. The values range between 10 and 12 pixels from the middle of 

the road. 

However, the model shows an interaction effect. This is caused by too 

much predicted deviation in the easy driving/easy navigation condition. The 

duration of the navigation periods in the easy/easy condition is slightly 

overestimated as well (Figure 4), and these two phenomena are connected. Because 

the model spends a little too much time in the easy/easy condition on navigation, it 

will also deviate further from the middle of the road. Furthermore, the model 

performed better than the participants, with deviation ranging between 6 and 8 

pixels. About one third of our participants actually performed on that level, while 

some other participants were far worse than average. The model must be seen as a 

‘perfect’ participant, in that it always manages to steer the car back to the middle of 

the road in exactly the right number of key-presses. 
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Discussion and Conclusion 

The question we set out to answer in this paper was: Is the problem representation 

a separate cognitive resource and central bottleneck? The experiment shows that 

participants devote more time to driving as both driving and an additional 

navigation task increase in difficulty, indicating that extra time is needed to switch 

tasks if both tasks require a problem representation. We have modeled this using 

threaded cognition and ACT-R by implementing a problem representation resource 

that can hold only one problem representation at a time. The extra driving duration 

cannot be accounted for by the memory bottleneck nor by the processing 

bottleneck, because neither can explain why handling two problem representations 

at the same time has an additional time cost.  

 In the current set-up of the experiment, we observed no effect of task 

difficulty on deviation of the middle of the road. This is important, as one could 

say that deviation is a major indication of the influence of in-car devices on road 

safety. However, the participants kept driving while preparing their problem 

representation for the navigation task. Therefore, there was no effect on the length 

of navigation periods as measured by eye-tracking, and thus no effect on the 

deviation. The question is what would happen if one would do a similar experiment 

in a driving simulator, with a larger distance between the main driving task and the 

navigation device. As people would have to turn to the device physically, and 

afterwards restore their problem representation, an effect on the deviation would be 

expected. Not only is this an interesting direction for future research, but based on 

this intuition, and especially on the fact that we already observed an interaction 

effect in this relatively easy task, the tentative conclusion can be drawn that in-car 

devices should be designed to minimize the need for users to maintain a problem 

representation; that is, they should make as much information available as possible. 
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Conclusion 

The results of the experiment have been thoroughly discussed in the two papers, 

but the question whether threaded cognition is a good way of modeling 

multitasking has not been answered. It seems clear that it is at least as good as 

other attempts in modeling multitasking behavior; we have shown that it can 

account for a complex task like using a navigation device while driving, and 

Salvucci and Taatgen (2007) have already shown that it can account for a wide 

range of other tasks, ranging from simple laboratory tasks to real-world car driving. 

Threaded cognition is the first psychological theory to account for multitasking 

without making use of a customized executive or even a general executive. This is 

exactly why threaded cognition gives a more general account of multitasking than 

other theories: it can be applied for any two tasks, and can thus account for the 

flexible way humans combine tasks. This versatility is lacking in other theories 

(Kieras et al., 2000). 

 Threaded cognition worked out to be an easy and elegant way to model 

multitasking. However, at the moment there is a lot of freedom in modeling the 

different threads and especially how the threads communicate with resources like 

memory and vision. The modeler has to take special care to ensure politeness of 

threads, or impoliteness in the case of the driving thread’s use of the visual 

resource. In my view, the way threads use the peripheral resources should be part 

of the theory’s computational framework; it should be standardized as a strictly 

polite framework. This would not pose a problem for the impoliteness of the 

driving thread – it should be a property of the navigation thread to allow the use of 

the visual resource, threads should be completely independent. At the moment the 

computational implementation is too subject to the modeler’s interpretation of 

politeness. Overall, threaded cognition seems to be a solution to many problems of 

earlier theories, and the elegant, and in essence simple theoretical foundations are a 

strong point in favor of the theory, calling Occam’s razor to mind.  
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